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Abstract 
 
This paper studies whether there are ways to allow people to understand and visualize 
how they can dynamically create more efficient meetings.  We introduce Project 
Townhall, server side and client side applications that allow users to create impromptu 
meetings with others who share commensurate skills and goals.  In addition to creating 
meetings, Project Townhall also allows a meeting attendee to rate fellow attendees on 
their performance in certain tasks, namely their skill level on those tasks.  This creates a 
database that maps users to their skills, as well as a rating of how well they apply those 
skills during given tasks, together allowing future meeting organizers to invite to 
projects those users who meet certain performance criteria. 
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1. Introduction 
 
Technologies have long existed that were designed to help organizations increase 

member collaboration during meetings.  They have ranged from sponsored group 

participation exercises to videoconferencing and handheld voting systems.  Several 

products currently on the market are aimed at attendees who use their personal 

computers during their meetings1.  Mobile phones also have the potential of allowing 

members to collaborate with each other non-intrusively to share ideas during meetings.  

Selker, Johnson, et al, are developing MobileEssence in an attempt to address this 

issue by allowing the attendees to record key moments of a meeting and generate a 

transcript of those events afterwards [1]. 

 

While MobileEssence helps in collaboration during and after meetings, the problem of 

improving meetings based on previous experience remains an open question.  Project 

Townhall attempts to address this issue by introducing server side and client side 

applications that, together, allow a meeting organizer to assemble a team of individuals 

who, based on data from prior meetings, show that they have the required goals and 

skills that the organizer seeks. 

 

One of the features in Project Townhall is the concept of peer rating based on tasks and 

skills.  After a meeting ends, those who attended can rate their peers on the skills they 

demonstrated and how well they performed on those skills and on the required tasks as 

a whole.  Ratings are on a five-point scale, with five representing the highest level of 

satisfaction2.  These data points are accumulated into a database.  As the ratings and 

reviews grow over time, a meeting organizer will be able to invite to meetings those who 

rate highly in certain skills and share the same goals that she seeks for her project. 

 

As an anecdote, imagine that Bob has an idea for a new widget, but he himself does 

not have all the skills required to design, build, and market the product.  Using the web 

application or his mobile phone, he can check if any of his contacts have the skills he 

                                                
1 From large software companies like Microsoft (http://w ww.microsoft.com/windows/netmeeting) and Oracle 
(http:// www.oracle.com/collabsuite) to shareware applications like SubEthaEdit 
(http:// www.codingmonkeys.de/subethaedit), there has been an increase in software geared towards collaboration in 
recent years. 
2 Based on the Likert scale. 
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requires, and if so, how they are rated based on previous experiences.  He can log onto 

the server and invite contacts or view the other users in the system to find someone 

better fitted for his requirements.  Once BobÕs meeting completes, attendees rate each 

other on their performance, and a future organizer can use that data to create a more 

efficient meeting. 

 

As our hypothesis, we believe that Project Townhall has the ability to create meetings 

attended by the right people for the task who can work well with the group.  One 

possible counterhypothesis may be that ratings cast will be politically motivated, thus 

removing the credibility of those votes.  A second counterhypothesis may question if 

users are willing to take the time to answer the ratings after each meeting.  We require 

further testing to answer these questions. 

 

2. Business Dynamics 

 

2.1 A More Efficient Organization 

Project Townhall may help us understand how meetings can be created more simply by 

having a system that helps people understand and visualize the possibilities of creating 

more efficient meetings in a given organization.  We first consider several issues. 

 

We begin by defining an Òefficient meetingÓ as being a meeting where every individual 

attending shares the same goals as everyone else present.  Each attendee is picked 

because she has a high rating based on evaluations from past experiences, and the 

attendees can work well together.  In short, all attendees want the same outcome, and 

each person is good at what he has been assigned to do, as evidenced from prior 

experience.  

 

Efficient meetings are part of the bigger quest to help businesses as a whole run more 

efficiently and productively.  In his book on increasing organizational efficiency, Koch [2] 

writes that one of the main reasons employees may weigh down a company and slow 

progress is because of the Òridiculous but prevalent idea that job role should count for 

as much or more than individual performanceÓ (Koch 126). Under our definition of an 

efficient meeting, those involved in a meeting, or subsequently a project, must have 
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similar goals for that task, and their role should be based on those skills at which they 

have shown to excel, rather then being pigeonholed into those tasks limited to their job 

titles. 

 

2.2 Use of Incentives 

For years, business academics have studied how organizations can use various 

incentive structures to entice employees to perform better.  However, many of these 

methods have been shown to be either inherently broken or poorly implemented.  

Baker, Jensen, and Murphy [3] perform a thorough study of the effects of internal 

incentives, and they show that a gap exists between economic theory and current 

compensation practices, making many such practices useless.  Lawler [4] shows that 

Òmany organizations that claim to have merit increase salary systems . . . do not do a 

very good job of tying pay to performanceÓ (p. 158).  Deci [5] goes on to argue that 

incentives may in fact be detrimental, that an employee will no longer gain the Òintrinsic 

rewardsÓ associated with a job, lowering the employeeÕs motivation. 

 

2.3 Assigning Tasks Based on Skills 

How then does an organization maintain its productivity?  We argue that organizations 

should not limit those tasks to the employee with the associated job title.  Instead, they 

should attempt to learn in what areas and skill sets an employee excels, and nurture 

those skills in future projects; employees may perform better at tasks they enjoy.  As an 

example, Alice has for years thought of herself as being good with spreadsheets in 

organization A, which follows a traditional structure of giving certain people certain 

tasks.  After moving to organization B, where employees are given tasks based on how 

they perform over time, she, her employer, and her peers discover that she is 

exceptional at public relations and moves her to related tasks, benefiting the 

organization by having an employee utilizing her best skills, and benefiting Alice by 

giving her work she enjoys and at which she excels. 

 

3. Project Townhall 

 

In Project Townhall, we create a system where a meeting organizer can look at her 

contacts, see how each has performed at different tasks, and pick the employees who 
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are best suited for her requirements based on skill ratings.  After each meeting, 

attendees rate their peers on the tasks they performed.  Over time, we see a clear 

picture form of what skills a person has and what tasks they do well, and future meeting 

organizers can use that data for more efficient meetings.  

 

 

3.1 Organizational Politics 

Dickens, Katz, Lang, and Summers [6] argue that political pressures within an 

organization too often motivate incentives.  For example, favored employees will be 

promoted regardless of performance while skilled employees may not.  We believe that 

there is a possibility that the ratings within Project Townhall might be politically 

motivated and thus may not be accurate.  However, we further believe that such 

politically motivated Òskill discrepanciesÓ will ease over time with a large dataset, and 

that by the law of large numbers these ratings will approach a more accurate 

description of the employeeÕs true skills rather than reflecting internal politics.  At 

present, we do not have a large enough sample size to prove or disprove this viewpoint 

so further experimentation is required.  Another area that may require testing is that, by 

the time the system has gathered a large enough amount of data, the users have 

become tired waiting for the system to optimize, so waiting over time may not be the 

right solution.  In a later sections, we cover how game theoretic principles can be used 

to show that an optimal meeting may be reached using the Project Townhall model, and 

we also discuss in greater detail tests that we must perform, such as those mentioned 

above. 

 

3.2 Aspects of Social Networking 

Project Townhall has certain aspects that draw from the study of social networking.  A 

user has many contacts, and she can view each contactÕs skills ratings from previous 

tasks as well as a general rating that shows an overall view of performance.  The user 

can then pick those contacts that she believes would fit her task the best and invite 

them to her meeting.  She can further choose whether to allow those contacts to 

forward the meeting to those who they see fit, thereby growing the meeting size, and 

potentially increasing the overall skill level of those attending. 
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Similarly, the invitee may choose to accept or decline the meeting invitation based on 

who is inviting, who is attending, or what the topic of the meeting is.  On this side of the 

invitation, we encounter interesting scenarios.  One may be of Òmost favored contacts,Ó 

in which case the invitee will work with the inviter no matter what task is required.  

Another scenario may be that the invitee will only work with certain people, so he will 

not accept an invitation without seeing who else will be attending the meeting.  An 

invitee may enjoy working on a certain topic or task so much that she accepts the 

invitation regardless of who is inviting or who else is attending.  Finally, an invitee will 

refuse any meetings from certain people or that involve certain tasks.  Project Townhall 

accommodates each of these tasks in how it exchanges meeting invitations, giving the 

inviter the capability of seeing his contactsÕ ratings, and letting the invitee see who is 

doing the inviting, who all has been invited, who has accepted invitations, and what 

tasks and skills are required. 

 

3.3 A Perfect Bayesian Game and Bayesian Equilibrium 

Upon further analysis, we find that Project Townhall may in fact encounter problems of 

game theory as well, specifically Bayesian games and equilibriums.  Gibbons [7] defines 

a perfect Bayesian equilibrium as having the following four requirements:  

1. the player (or user) must be aware of what decisions have been previously made 

(called ÒbeliefsÓ) 

2. based on a belief, the user makes sequentially rational decisions, where at each 

step in a process the user makes optimal decisions and considers every 

contingency of the other user 

3. BayesÕ rule determines the equilibrium path of decisions, meaning that users 

can update or revise their beliefs in light of new evidence 

4. even if not on the equilibrium path, users still use BayesÕ rule whenever possible 

Signaling games [7] are dynamic games of incomplete information, defined as being 

games where player A knows its type while player B does not know player AÕs type at 

first.  Player B can, however, deduce Player AÕs type based on the AÕs  actions (signals). 

 

Applying these to the Project Townhall model, we encounter several interesting 

scenarios.  Applying the concept of Bayesian equilibriums, we see that the meeting 

inviter may choose those contacts with the highest rating in the desired tasks, but this 
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by itself does not produce an optimal solution.  The optimum occurs when the invitee 

decides whether or not to attend based on the available aforementioned information 

(section 3.2), maximizing his own utility.  Because the invitee may have the option of 

forwarding the meeting to his contacts, he may do so to those with the highest ratings, 

and they will choose whether to attend based on the information available to them, and 

so forth.  At each point in this sequence, the player (whether the inviter or the invitee) 

makes an optimum decision based on the available information, considers what the 

other player may do, and under BayesÕ rule may alter decisions based on new 

information.  For example, an invitee may at first decide to attend a meeting, having no 

information of whether someone with whom she cannot work is attending as well, but 

once she finds out that this person is attending, she decides to no longer attend. 

 

We apply Bayesian signaling games by assigning player A (from above) the status of 

invitee, and player B the status of inviter.  When the invitee first joins an organization, 

she may or may not be fully aware of her skills, but what is important is that the inviter 

is at first completely unaware of what she can and cannot accomplish.  However, over 

time, the inviter gains more information about the invitee based on the Project Townhall 

database of skill and task ratings from previous projects; the inviteeÕs action is her 

performance in previous tasks, and the feedback from these tasks signal to the inviter 

whether or not she is a good candidate for a project. 

 

More formally, the invitee may see some rating rj from the set R of possible ratings, and 

he knows what type of worker would be associated with these ratings3.  The inviter may 

see the feedback from the inviteeÕs previous tasks, and she knows that the ratings will 

be within some defined finite range, which in turn shows her whether the invitee is the 

right candidate for the task.  We can then write the inviterÕs belief of what type of 

worker is associated with a rating as a probability distribution n (ti |r j), where 

n (ti | r j) $ 0 for each type of worker ti in T, as the following: 

 
n (t i

t i!T

/ |r j) = 1
 

 

                                                
3 Section based on Gibbons [7] explanation of signaling games, p. 187. 
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Therefore, given that the inviter sees some rating of the invitee, she may be able to take 

an optimal action ak, deciding whether or not to invite the user to her meeting.  We 

therefore write the inviterÕs optimal action as the following: 

 
max
ak ! A

n (ti
ti ! T

/ |r j)Uinviter (ti, r j,ak)
 

 
The inviter chooses an action that maximizes her expected utility under her belief of 

what type ti of worker will have received the rating rj.  In short, knowing only a userÕs 

rating from previous tasks, the inviter makes a decision based on what she thinks this 

user can contribute, and she makes her decision in a way that will maximize the 

outcome of her meeting. 

 

The invitee has relatively more information at his disposal by the time he receives an 

invitation, such as who is inviting, what skills will be required, who has been invited, and 

who will attend.  The inviteeÕs ratings are based on his previous tasks, and in those 

tasks his performance was based on the maximization of his own utility.  Knowing that 

the inviter has taken her optimal action a*(rj ), the invitee maximizes his utility: 

 
max
ak!A
Uinvitee (ti,r j,a *(r j))

 
 

Finally, we can say that the inviterÕs belief of associating a type ti with a rating of rj 

follows BayesÕ rule if the the following holds: 

 

n (ti |r j) = p(ti)
t i ! T i

/
p(ti)

 
 

In short, the inviterÕs belief correctly maps the type to the rating.  As a whole, we 

therefore show that the Project Townhall model can create Bayesian optimal meetings 

in situations of incomplete information, and that the mechanisms for inviting users 

based on ratings from previous tasks can be represented as a signaling game that 

reaches equilibrium. 
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4. Implementation 

 

4.1 Server Side 

The server side portion of Project Townhall is implemented in the Ruby programming 

language for the Ruby on Rails web application framework [8].  Ruby on Rails allows for 

quick and robust development of the application under a Model, View, Controller 

framework, and it links effortlessly with the MySQL 4.1 database management system 

[9].  In our implementation, we develop and run the application on a Mac running OS 

10.4 Tiger [10] with a LightTPD webserver [11]. 

 

Our schema is simple, consisting of users, contacts, invites, meetings, skills, and tasks.  

Under its associated model, a user is defined as having many contacts, invites, 

meetings, skills, and tasks.  A contact has many meetings and belongs to user, while 

skills have many tasks and belong to user as well.  Tasks belong to user, meeting, and 

skill.  Invites belong to user and meeting, while meetings have many invites and tasks 

and belong to user and contact.  Figure 4-1 shows our data model. 

 

 
Figure 4-1.  Attributes and relationships of Project Townhall models. 
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When a user is added to the system, we require a username, password, first name, and 

last name.  We do not store the userÕs password, but rather store a SHA-1 hash of the 

password instead to provide a higher level of security.  Only a user already registered in 

the system can add another user. 

 

A contact is defined as someone who has a direct connection with the user.  While 

every user has the freedom to view all the users in the system, his contacts represent a 

smaller subset of those users.  They can represent people with whom he has worked in 

the past, are friends with, or may barely know but have decided to become contacts.  

As such, Contact maps the contactÕs user name with the userÕs ID, which itself is a 

foreign key pointing to the userÕs own entry in the User table.  Contacts are especially 

important because a user can only directly invite a contact to a meeting.  If the user 

wants to invite a non-contact, he will be forced to either meet the person and make her 

a contact, or have a mutual friend introduce both parties to each other. 

 

We can compare our implementation of adding users to a meeting to adding products 

to an online shopping cart.  The meeting organizer finds the contacts she wants to 

invite to her meeting, and she adds them to the session name meeting.  Once she has 

added everyone that she wants, she can invite all of the selected users simultaneously.   

 

A meeting contains the user ID of the inviter, the contact ID mapped between the inviter 

and invitee, the name of the meeting, and the inviteeÕs overall performance in the 

meeting.  Similarly, an invitation consists of the inviterÕs user ID, the meeting ID 

associated with the invitation, the status of the invitation (true if the contact has 

accepted, false otherwise), and the user name of the contact being invited.  Skills are 

simply the skill name, the user ID with which they are mapped, and the individual 

ratings.  Tasks tie these together and look at the name of the task, the user ID, the 

meeting ID, the skill ID, and an overall rating that averages the rating received in that 

meeting from all skills used.  The appendix shows some of these views associated with 

their models as screenshots. 
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4.2 Client Side 

The client side of Project Townhall is written in Python for Nokia Series 60 phones [12] 

running Symbian OS [13].  Using her mobile phone, the user can log into the server over 

the phoneÕs internet connection and view information on existing contacts and 

meetings.  The interface shows the user her contactÕs skills and ratings from previous 

meetings, which is useful for situations where the inviter is away from a computer and 

cannot access the web application but still requires information on other users.  The 

interface also shows the user information regarding a meeting.  For an invitee, this may 

be useful when he needs to review the requirements of a meeting he will soon attend.  

For an inviter, this lets her view who has and has not accepted their invitations, thereby 

allowing her to make last minute adjustments. 

 

The data model for the client does not change from that of the server side web 

application.  The phone does not perform any database calculations itself, but rather 

queries the server for the required information and simply displays the results.  From a 

design perspective, however, we have chosen to limit how much of the Project 

Townhall system can be accessed from a mobile phone.  Mobile phones are still limited 

in their data input, bandwidth, and speed, so we designed the phone client to be as 

light weight as possible.  We accomplished this by limiting its available features to only 

those that are essential.  Specifically, we do not allow the user to create meetings from 

the phone yet, though this is an option for future implementations.  Likewise, we do not 

let users accept meetings from phone clients either.  We believe that, to maintain an 

optimal Bayesian equilibrium for meetings, organizers and attendees must be able to 

access all of the necessary and available information when deciding who to invite or 

whether to attend, and at present there is no good solution to accessing and presenting 

this quantity of data on mobile phones.  As such, we currently require members to use 

the web application for all other tasks.  Figure 4-2 shows a possible transaction 

between the client and the web application. 
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Figure 4-2.  A possible transaction between client and server. 

 

5. Test Design 

 

We require user testing to determine if our hypothesis holds: does Project Townhall 

allow users to create optimal meetings?  We will study whether or not the system is 

usable, see if politics can skew the ratings significantly, and learn if the project can 

create organized and effective meetings that satisfy its attendees. 

 

Our first task in studying the usability of the system will be to see if our method of 

operation itself is sound.  We would start with a test that does not use the presented 

applications at all, but instead have people in a room create meetings with each other.  

Each person would wear a sign with their skills and ratings written on it, and have one 

user act as the meeting organizer and choose the attendees.  We would study the 

group dynamics and try to understand what factors are involved in the inviterÕs choices 
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for and against a candidate.  We would also note the decision process for the invitee 

and what factors are involved in his decision to accept or decline an invitation.  We 

would then run the test again, but this time we would have the invitees and the inviter 

separated, giving the inviter notes that only have the userÕs skills and ratings.  This may 

help to show us if having only the raw information about a candidate, with no personal 

data attached, changes who is invited.  This would also show if loyalty and friendship 

are factors in picking optimal meetings, or if optimal meetings can be reached with 

success records alone. 

 

The second usability test would let users utilize the Project Townhall applications.  In 

addition to studying the ease of use of the applications themselves (such as navigating 

links and finding information), we would also see if users actually want to use the 

system.  Would they be willing to fill out a survey after each meeting, or is that too 

much of a hassle?  If users were forced in some manner to take the survey after 

meetings, would this cause them to quickly and carelessly fill in information just so they 

can leave the meeting?  For both, we would conduct numerous meetings, giving one 

group optional surveys while forcing another to complete their questionnaires.  We 

would see how many people are willing to fill out ratings about others voluntarily, and 

we would study if having a forced survey is something to consider.  From this, we 

would try to improve the model to make it less invasive if necessary and attempt to 

make its use feel like second nature to the user. 

 

As we mentioned in a previous section, we believe that the system will give accurate 

skill descriptions over time, but are users willing to wait for the system to optimize?  We 

would create two mock systems, one of which gives optimized meetings within a day, 

and another that requires a steady input of ratings over the course of a month.  Different 

sets of meeting organizers would create meetings from the two separate systems, and 

we would see if users are willing to wait for systems to optimize. 

 

Are there certain scenarios in which meetings would work exceptionally well under the 

rating system?  We may consider situations where judging is involved.  In one meeting, 

we would assign users who constantly monitor how well the attendees are participating 

and performing their tasks.  In another, we could have a speed dating type set up, 



Chatterjee 15 

where users interact with others and constantly rate them throughout the process.  Are 

these realistic situations?  Does the Project Townhall model provide any advantage in 

these circumstances over other  models? 

 

To study the effects of organizational politics, we would need to create one group of 

friends, one of rivals, and another of strangers.  How does knowing a person affect a 

userÕs ranking of that person, and how do favored and unfavored relationships further 

alter these ratings?  For the strangers, do preconceived notions or first impressions 

affect how they vote?  Does the law of large numbers really smooth discrepancies over 

time?  These experiments would need to be run over an extended time period simply to 

learn how large of a sampling we may require in the case that large numbers do help, 

and if they do not, then to show us why. 

 

While running the above tests, we would also learn if we could indeed achieve 

organized, effective meetings where attendees are satisfied.  From those meetings that 

did seem to be optimal, we would attempt to learn what made them work.  This data 

may show that our present model of an optimized meeting is too mathematical, so we 

would try to understand the human factors involved in inviting someone and accepting 

the invitation.  If factors such as humor, leadership, or diligence are involved, how do 

we model that?  Adding more parameters to our surveys may not be the right answer, 

though this depends on the outcome of a previously described test.  We would see if 

there are ways to quantify a userÕs intangible qualities, or if there are ways to model 

good working relationships from bad ones.  From running these tests, we want to learn 

what factors are involved in creating a well optimized meeting, how to design a useable 

system that accomplishes this, and if Project Townhall in its presented form meets 

these metrics as our hypothesis predicts or if we need to change its model. 

 

6. Future Work 

 

In previous sections, we have shown Project TownhallÕs possible impacts; specifically 

that it can provide optimized meetings in situations of imperfect information but where 

certain skills are required.  However, this implementation remains merely a first version, 
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and must run the tests described above.  There are also several areas in which we may 

improve and augment its capabilities. 

 

The first area is incorporating degrees of separation between users.  At present, if an 

inviterÕs contact does not fulfill his requirements, he must rely on her to forward the 

invitation to one of her contacts who might.  One solution may be to give users the 

option to specify if they are willing to receive invitations from an inviter if he is within a 

specified degree of separation, such as Òfriend of a friend.Ó  This would give the inviter 

the ability to view them in the list of people she may invite to a meeting.  As a 

consequence of being able to see their ratings and skills, she could possibly create a 

more optimized meeting.   

 

A second area would be to incorporate Project Townhall with MobileEssence.  By doing 

so, we could make the process more passive.  The system would monitor all the 

channels through which participants may interact and collaborate with others.  If we 

maintain the rating system, then those who collaborated more might automatically 

receive higher scores.  The MobileEssence users could use their phones to record key 

parts of the meeting, and simultaneously they could record the quality of the contents 

presented, giving the presenter points.  Our goal is to create a system that becomes as 

implicit as possible, gathering data based on user actions and group interactions during 

the meeting.  By combining Project Townhall with a system that the attendees are 

already using, we could increase its usability substantially. 

 

A third addition may be to add Òsmart meetingsÓ to the system.  A user may inform the 

web client that she wishes to create a meeting with people who have certain skills, and 

the system would suggest to the user a list of possibilities.  Preliminarily, these 

suggestions would be based on user ratings, but over time the system would learn 

about the many other factors that are involved in the original human driven Project 

Townhall process, including those covered in section 3.2.  It would learn which users 

prefer to work on certain tasks that require specific skills, and it would learn who 

refuses to work on other tasks.  It would see who automatically accepts an invitation if a 

specified user is present and who rejects one in similar circumstances.  We do not 

expect this suggestion scheme to be a perfect substitute for the human decision 
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process, but we believe that over time as the system aggregates more user data, it will 

make suggestions that closely parallel the preferences of the users involved. 

 

7. Conclusion 

 

In this paper, we have presented Project Townhall, a system that provides users with 

the ability to create optimized meetings.  Users rate fellow meeting attendees on each 

oneÕs performance at certain tasks and on the skills involved.  Over time, this data 

grows and gives future meeting organizers the ability to make informed decision about 

who to invite to projects, and it gives invitees insight into when they should accept and 

attend.  Using principals of game theory, we have shown that in these cases of 

incomplete information, Project Townhall provides a method of achieving a Bayesian 

equilibrium meeting when modeled as a Bayesian signaling game.  We have also 

suggested areas where the system can grow and improve, none of which seem 

impossible to accomplish in the near future.  Finally, we have presented tests we must 

run to see if our hypothesis holds true. 

 

As a whole, we have shown a system that we believe may not only improve how 

businesses run, but on a larger scale advance how people interact and collaborate with 

each other.  Though we do not profess to be scholars of business dynamics, we do 

believe that todayÕs technologies, whether fast databases capable of storing large 

amounts of data or mobile phones capable of much more than simply making calls, 

have the potential of changing how people collaborate in and out of the office, and that 

Project Townhall is a first step in bringing these changes. 

 

Stepping forward, we can see a future where ideas are no longer limited to the walls of 

an office but rather to the job of finding the right person for the job from a long list of 

possible candidates.  If taken to a global scale, creativity will not be narrowed to the 

confines of an organization but will be shared with the right people regardless of their 

location.  A user in Lubbock with a brilliant idea can find the perfect collaborators in a 

user from Shanghai and another from Berlin, both of whom have high ratings and 

praises from previous collaborators in Milan, Tokyo, Calcutta, and Helsinki.  Project 
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Townhall has the possibility of truly changing how people around the world collaborate, 

and we believe it can help them find the best ways to do so. 
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9. Appendix: Selected Screenshots 

 

 
Figure A-1. Log in screen 

 
Figure A-2. Welcome screen with status report 

 
Figure A-3. Viewing contacts. 

 
Figure A-4. Adding user 

 
Figure A-5. Viewing skills 

 

 



Chatterjee 21 

10. Bibliography 
 
[1] A. Johnson, T. Selker.  MobileEssence.  Research in progress. 

[2] R. Koch. The 80/20 Principle.  New York: Currency Doubleday, 1998. 

[3] G. Baker, M. Jensen, K. Murphy.  ÒCompensation and Incentives: Practice vs. 

Theory.Ó  Journal of Finance. Vol. XLIII, No. 3, July 1988, pp. 593 Ð 616. 

[4] E. Lawler. Pay and Organizational Effectiveness: A Psychological View.  New York: 

McGraw-Hill, 1971. 

[5] E. Deci. ÒThe Effects of Contingent and Non-Contingent Rewards and Controls on 

Intrinsic Motivation.Ó  Organizational Behavior and Human Performance, 18.  1972. 

[6] W. Dickens, L. Katz, K. Lang, L. Summers.  ÒEmployees, Crime Monitoring and the 

Efficiency Wage Hypothesis.Ó NBER Working Paper.  Cambridge: NBER, 1987. 

[7] R. Gibbons. Game Theory for Applied Economists.  Princeton: Princeton UP, 1992. 

[8] Ruby On Rails. <http://www.rubyonrails.org>  

[9] MySQL. <http://www.mysql.com> 

[10] Mac OS X. Apple Computer, Inc. <http://www.apple.com/macosx> 

[11] LightTPD. <http://www.lighttpd.net> 

[12] Nokia S60. <http://www.s60.com> 

[13] Symbian OS. <http://www.symbian.com> 

 


